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Hands-on Tutorial #1

Deploying the Default Installation

Adapted from http://inca.sdsc.edu/releases/latest/guide/userguide-quickstart.html
1. After logging in, you can make the rest of your deployment steps less tedious by setting an environment variable for the location of your installation.

% setenv INCA_DIST $HOME/myInca

2. Download the Inca installer.

% wget http://inca.sdsc.edu/releases/latest/incaInstall.sh

3. Download the Inca core software.

% sh incaInstall.sh $INCA_DIST core

4. Change into your Inca installation directory.

% cd $INCA_DIST
5. Create authentication certificates for the Inca deployment.  Choose and enter a certificate password.

% bin/inca createauth
password> *******
Confirm password> *******
6. Configure the default installation.  Since this step overwrites any existing installation, Inca asks for confirmation.  Reenter the password you chose in the previous step.

% bin/inca default
password> *******
Preparing to deploy default Inca configuration...
Initializing Inca configuration...
** Warning: this will erase any collected reporter state
   on the Inca depot and configuration on the agent
Do you wish to continue (y/n)? y



You now have an Inca Depot, Agent, and Consumer running on your machine.  You can access the Consumer by opening a browser to http://localhost:8080.   While the Inca system is getting underway, the Consumer may indicate that there are no suites and/or resources found.  Refresh the display every minute or so until the Consumer displays the default configuration—a single suite named “defaultSuite” and three resources named “defaultGrid”, “localResource” and “localSite”, all of which refer to your local machine.

Select “defaultSuite” and “defaultGrid”, then press the “Submit” button.  The Consumer will display a table that shows the current status of the 10 series in defaultSuite.  Each of these series runs once every 10 minutes, staggered so that no two series run simultaneously.  Until a series runs, the Consumer table entry for it will be blank.  Again, you can periodically refresh the display until all table entries are filled.  You can click around in the display to see what other views of your data the Consumer makes available.

Take a look at the contents of $INCA_DIST/var.  This directory contains the log file produced by each Inca component, along with additional component runtime data.  Scanning though these log files can help to troubleshoot problems with your Inca installation.

The $INCA_DIST/etc directory contains many of the configuration files for your deployment.  Here you’ll find authentication certificate and key files and the hibernate.properties file that allows you to use different database engines (PostgreSQL, MySQL, etc.).  The jetty.xml file, covered later in the Consumer tutorial, allows customization of the Consumer display.  Two more files of interest can be found in the $INCA_DIST/etc/common subdirectory.  inca.properties contains the property settings that allow you to specify default configuration information for the Inca components.  The most likely settings you may want to change are the port numbers used by the Depot and Agent.  log4j.properties allows you to specify which messages the Inca components include in their log files.  By default, the Inca components limit the messages logged, in order to reduce the size of the log files.  Changing the log4j.rootLogger and log4j.edu.sdsc.inca settings from “info” to “debug” before starting an Inca component will log much additional information that may assist in troubleshooting.

Finally, try viewing your Inca deployment configuration by running incat:

% bin/inca incat --agent localhost:6323
password> *******

You can walk through your configuration to see how your repositories, resources, and series are configured.  Don’t make any changes yet, though.  That’s saved for the second part of our tutorial.

